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Introduction. Constraint Handling Rules (CHR) [2–4] is a general-purpose
programming language based on committed-choice, multi-headed, guarded mul-
tiset rewrite rules. As the head of each CHR rule only considers a fixed number
of constraints, any form of aggregation over unbounded parts of the constraint
store necessarily requires explicit encoding, using auxiliary constraints and rules.

Example 1. Suppose the constraints account(AccountId,ClientId,Balance)

and client(ClientId) constitute a simplified representation of the accounts
and clients of a bank. Consider the business rule “A client whose accumulated

sum of account balances is $25,000 or more is a platinum client”. A common ap-
proach to encode this rule in CHR is the introduction of an auxiliary constraint:

client(C), accumulated_balance(C,Sum) ==> Sum ≥ 25000 | platinum(C).

However, the explicit maintenance of such an auxiliary constraint is an inherently
cross-cutting concern which requires invasive modifications to many rules, spread
throughout the entire program, e.g.:

deposit(A,X), account(A,C,B), accumulated_balance(C,Acc)

<=> account(A,C,B+X), accumulated_balance(C,Acc+X).

...

withdraw(A,X), account(A,C,B), accumulated_balance(C,Acc)

<=> B > X, account(A,C,B-X), accumulated_balance(C,Acc-X). ut

Aggregates. We propose an extension of CHR with aggregate expressions in
the heads of rules. Aggregates accumulate information over possibly unbounded
parts of the constraint store. We provide a wide range of predefined aggregates,
including all aggregates commonly found in related paradigms such as database
query languages [1] (i.e. min, max, sum, count and avg) and production rule sys-
tems (i.e. not, exists and forall). The complete list of predefined aggregates,
together with a number of example uses, can be found in [5].

Example 2. The auxiliary constraint in Example 1 can be avoided using sum:

client(C), sum(B,account(_,C,B),Sum) ==> Sum ≥ 25000 | platinum(C).

No further program changes are required to implement the business rule. ut
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User-defined Aggregates. Often information has to be aggregated in application-
specific ways. Therefore, we designed a general high-level mechanism that enables
CHR end-users to create their own user-defined aggregates:

aggregate(Start, Inc, Dec, Final, Template, Goal, Result)

The aggregate/7 construct is expressive enough to specify any aggregate. All
predefined aggregates are implemented by it. For instance, sum(T,G,R) is defined
as aggregate(=(0),plus,minus,=,T,G,R), where ‘=(0)’ indicates unification
with zero, and plus/3 and minus/3 are two straightforward Prolog predicates
computing the sum, respectively the difference of the first two arguments.

The first four arguments of aggregate/7 specify the host-language proce-
dures or CHR constraints that determine how the aggregate is computed. First,
an intermediate working value is initialized using Start. Then, for each match-
ing found for Goal, a corresponding instance of Template is passed to Inc to
increment the current working value. After all increments required are made, the
working value is finalized using Final, to obtain the aggregate’s result Result.

Complex aggregate goals. We allow arbitrary conjunctions of CHR con-
straints and guards in the aggregate goal Goal: for example, the expression
count((platinum(C),account(_,C,_)), N) counts the number of accounts
owned by platinum clients. We also allow nested aggregates, i.e. aggregates inside
the goal of another aggregate. For example, the client C with the largest total
balance S is given by argmax(S, (client(C), sum(B,account(_,C,B),S))).

Implementation. We have developed a prototype implementation [6] based on
a source-to-source transformation to regular CHR (extended with some low-level
compiler pragma’s). The implementation allows aggregate computation using
either an on-demand or an incremental strategy. Case studies indicate that ag-
gregates can significantly reduce the program size and improve the readability,
while the run-time overhead is an acceptable constant factor.
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