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Abstract. Two Constraint Handling Rules compiler optimizations that
drastically reduce the memory footprint of CHR programs are intro-
duced. The reduction is the result of reusing suspension terms, the in-
ternal CHR constraint representation, and avoiding the overhead of con-
straint removal followed by insertion. The optimizations are defined for-
mally and their correctness is proved. Both optimizations were imple-
mented in the K.U.Leuven CHR system. Significant memory savings and
speedups were measured on classical and well-known benchmarks.

1 Introduction

Constraint Handling Rules (CHR) [4] is a high-level programming language ex-
tension based on multi-headed committed-choice rules. Originally designed for
writing constraint solvers, it is increasingly used as a general-purpose program-
ming language. We assume the reader to be familiar with CHR [4, 5, 8].

Recently, we have argued [10] that every algorithm can be implemented in
CHR with the best-known asymptotic time and space complexity. The proof
sketch of the complexity result of [10] contains the claim that in the RAM ma-
chine simulator written in CHR, space can be reused when updating a constraint
representing a RAM memory cell. In the current CHR systems this kind of space
reuse is not implemented. Instead, new space is allocated for a new memory cell
constraint at every update. In this paper, we present two optimizations inspired
by compile-time garbage collection techniques. Both optimizations affect a large
class of CHR programs, including typical constraint solvers and logical algo-
rithms. They drastically reduce the memory footprint — and hence the task of
the garbage collector. As a side effect we get considerable speedups because less
instructions are executed and because a lower memory footprint improves the
locality of low-level memory accesses, allowing more effective hardware caching.

Section 2 describes the space usage issue and informally explains our new op-
timizations that tackle it. In Section 3 we present an abstract formal framework
that captures the essence of both optimizations, and we prove their correctness.
Section 4 discusses implementation choices. Experimental results are presented
and explained in Section 5 and we conclude in Section 6.
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2 Motivating Examples and Basic Ideas

Repeatedly replacing a constraint with a new one is one typical pattern that, in
current CHR implementations, does not have the space complexity one might
expect. The extra space can be reclaimed using garbage collection, but this comes
at a cost in execution time. Indeed, CHR programmers often see that more than
half of the runtime is spent on garbage collection.

Example 1. Consider the following rules, which show a frequently used pattern
to implement imperative variables which can be updated destructively.

update(Key,NewValue), item(Key,_) <=> item(Key,NewValue).

update(_,_) <=> write(’Error: key not found’), fail.

Internally, the following happens: if the update/2 constraint finds the corre-
sponding ‘old’ item/2 constraint, the internal representation of that constraint
(which is called the (constraint) suspension) is marked ‘removed’ and it is re-
moved from the constraint store (the suspension becomes garbage), and then
a new suspension for the ‘new’ item/2 constraint is constructed and the ‘new’
constraint is inserted into the constraint store. As a result, the space complexity
of performing n update operations on one item is not constant as one might
hope for, but O(n). The constraint store overhead and the construction of a new
suspension can be avoided by performing the updates in-place. This results in
a speedup and a smaller memory footprint. The above program uses only O(1)
space when the updates are performed in-place.

2.1 In-place updates

Rules representing updates have the following form:

C1 \ C2, c(ā), C3 <=> G | B1, c(b̄), B2.

When the rule is applied, we do not need to remove c(ā) from the constraint
store and insert c(b̄) into the constraint store. Instead, we can do a direct update
on the suspension representing c(ā), updating the constraint arguments in-place.

However, we have to be careful if there are indexes on some argument po-
sition(s) for efficient lookups. If all indexed argument positions are the same
in ā and b̄, we can avoid all constraint store overhead. Otherwise we have to
remove and reinsert the constraint from the indexes on modified argument po-
sitions. In many cases, a constraint is indexed on more than one argument, i.e.
when different lookup patterns are used. It pays off to do the remove/insert
only on the affected indexes — without the in-place update optimization, a full
remove/insert would be done.

In many programs, the updates are not as direct as in the above example.
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Example 2. Consider the classical primes program:

candidate(1) <=> true.

candidate(N) <=> N>1 | M is N-1, prime(N), candidate(M).

prime(I) \ prime(J) <=> J mod I =:= 0 | true.

In this case, the in-place update optimization is ineffective, since there is
no direct update: the second rule inserts prime/1 constraints which can cause
removal of other prime/1 constraints by the third rule. In general there can
be an arbitrary amount of intermediate computations between the removal and
the insertion. To tackle this, we propose a generalization of the in-place update
optimization, called suspension reuse.

2.2 Suspension reuse

The suspension reuse optimization avoids constructing a new suspension for
the new item/2 constraint by maintaining a cache of old suspensions which
can be reused. The time and space gains are typically smaller than in the first
optimization, but this optimization has a wider applicability. It works as follows:

When a constraint is removed, its suspension is added to the cache, but it is
not (yet) removed from the constraint store. The suspension is marked so it can
be skipped when found later in a partner constraint lookup.

When a new constraint is added and a suspension has to be created, an old
suspension is extracted from from the cache and its arguments are updated to
those of the new constraint. A remove/insert is done only on the indexes that are
affected by modified arguments, saving some (or all) constraint-store overhead.
Only when the cache is empty, a new term has to be created and a full insert
has to be done. Note that it makes sense to restrict the maximum size of the
cache. The mechanism is illustrated schematically in Figure 1.

3 Formal Framework

In this section we extend the operational semantics of CHR to capture the reuse
of removed constraints in general (Section 3.2). By showing that this extension
is equivalent to the original semantics (Section 3.3), and by formulation our
optimizations as particular instances of the extension (Section 3.4), correctness
follows trivially. But first we briefly recall the refined operational semantics.

3.1 The call-based refined operational semantics ωc

The call-based refined operational semantics ωc [9] is one of the equivalent for-
mulations of the refined operational semantics of CHR [3] that allows us to easily
express our extension. Formally, the execution state of the ωc semantics is the
tuple 〈G,A, S,B, T 〉n where G, A, S, B, T , and n represent (respectively) the
goal, call stack, CHR store, built-in store, propagation history, and next free
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Fig. 1. Without (top) and with (bottom) the suspension reuse optimization. The mem-
ory configurations shown are: initial situation → deletion → addition of new constraint.

identity number. We use σ, σ0, σ1, . . . to denote execution states. An identified
CHR constraint c#i is a CHR constraint c associated with some unique integer
i. This number serves to differentiate among copies of the same constraint. We
introduce functions chr(c#i) = c and id(c#i) = i, and extend them to sequences
and sets of identified CHR constraints in the obvious manner. An occurrenced
identified CHR constraint c#i :j indicates the identified CHR constraint is being
considered for matches at occurrence j of constraint c.

The goal G is a sequence of CHR constraints and built-in constraints. We use
� to denote the empty sequence, and write it as true in programs. The execution
stack A is a sequence of occurrenced identified CHR constraints. The CHR store
S is a set of identified CHR constraints. The built-in constraint store B contains
any built-in constraint that has been passed to the underlying solver. We assume
D is the constraint theory for the underlying solver. The propagation history T
is a set of sequences, each recording the identities of the CHR constraints which
fired a rule, and the name of the rule itself. This is necessary to prevent trivial
non-termination for propagation rules. Finally, the next free identity n represents
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the next integer which can be used to number a CHR constraint. Given an initial
goal G, the initial state is 〈G,�, ∅, ∅, ∅〉1 .

Transition rules of ωc. Execution proceeds by exhaustively applying transi-
tions to the initial execution state until the built-in solver state is unsatisfiable
or no transitions are applicable. We define transitions from state σ0 to σ1 as
σ0 �N σ1 where N is the (shorthand) name of the transition. We let �

∗ be
the reflexive transitive closure of � (for all names N). We let ] denote multiset
union and ++ denote sequence concatenation. Let vars(o) be the variables in
object o. We use ∃{v1,...,vn} to mean ∃v1 · · · ∃vn. We use ∃̄V F to mean ∃vars(F )\V ,
that is quantifying all variables not in V . Table 1 lists the transitions.

The ωc semantics allows different execution strategies: many transitions may
be applicable and transitions may have different results, e.g. depending on the
order in which the combinations of partner constraints are tried.

We also allow the following transition to remove redundant history tuples:

7. CleanHistory: 〈G,A, S,B, T ∪ {t}〉n �CH 〈G,A, S,B, T 〉n if there is an
identifier in t which is not the identifier of any constraint in S.

Applying this transition clearly does not affect a derivation.
Note that the execution strategy implemented in the K.U.Leuven CHR sys-

tem is an instance of the above semantics: In our CHR implementation, the
propagation history is only checked and updated when applying a propagation
rule. Simplification rules and simpagation rules cannot be applied twice to the
exact same constraints, since at least one of the head constraints is removed after
the first application. We can simulate this behavior by applying the CleanHis-
tory transition after every constraint-removing rule. Also, in our implementa-
tion, the propagation history is maintained in a distributed way: suspensions
contain history tuples added when the constraint they represent was active. As
a result, when a constraint is removed and its suspension becomes garbage, the
corresponding tuples are automatically removed from the propagation history.
This corresponds to applying CleanHistory a number of times.

3.2 The extended call-based refined operational semantics ω
′

c

We now allow the store to contain dead constraints, which are removed and
cannot be used to match the head constraints of a rule. A dead constraint c with
identifier i is denoted as †c#i. When X is a set of (non-dead) constraints, we
write †X to denote {†x | x ∈ X}. The extended call-based refined operational
semantics ω′

c is obtained by extending ωc with the transitions listed in Table 2.

3.3 Equivalence of ωc and ω
′

c

It is clear that every ωc derivation is also a valid ω′
c derivation, since ω′

c is an
extension of ωc. We will now prove that every ω′

c derivation (denoted with �
∗
c′)

can be mapped to an ωc derivation (denoted with �
∗
c).
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1. Solve: 〈c, A, S, B, T 〉n �So 〈�, A, S′, B′, T ′〉n′ where c is a built-in constraint. If
D |= ¬∃̄∅(c ∧ B), then S′ = S, B′ = c ∧ B, n′ = n. Otherwise (D |= ∃̄∅(c ∧ B)), where
〈S1, A, S, c∧B, T 〉n �

∗ 〈�, A, S′, B′, T ′〉n′ and S1 = wakeup policy(S, B, c) is a subset
of S. The exact definition of the wakeup policy depends on the host-language and the
specifics of the implementation. It is not important for this paper.

2a. Activate: 〈c, A, S, B, T 〉n �A 〈c#n :1, A, {c#n}]S, B, T 〉(n+1) where c is a CHR
constraint which has never been active.

2b. Reactivate: 〈c#i, A, S, B, T 〉n �R 〈c#i : 1, A, S, B, T 〉n where c#i is a CHR
constraint in the store (back in the queue through Solve).

3. Drop: 〈c#i : j, A, S, B, T 〉n �Dp 〈�, A, S, B, T 〉n where c#i : j is an occurrenced
active constraint and there is no such occurrence j in P .

4. Simplify 〈c#i :j, A, {c#i}]H1]H2]H3]S, B, T 〉n �Si 〈�, A, S′, B′, T ′′〉n′ where
〈θ(C), A, H1 ] S, θ ∧ B, T ′〉n �

∗ 〈�, A, S′, B′, T ′′〉n′ where the jth occurrence of CHR
constraint c is dj in rule r ∈ P of the form H ′

1 \ H ′
2, dj , H

′
3 ⇐⇒ g | C and there exists

a matching substitution θ such that c = θ(dj), chr(Hx) = θ(H ′
x) for x ∈ {1, 2, 3}, and

D |= B → ∃̄vars(r)(θ ∧ g), and the tuple h = (id(H1) ++ [i] ++ id(H2) ++ id(H3) ++
[r]) 6∈ T . The substitution θ must also rename apart all variables appearing only in
g and C. In the intermediate transition sequence T ′ = T ∪ {h}. If no such matching
substitution exists then 〈c#i :j, A, S, B, T 〉n �Si 〈c#i :j + 1, A, S, B, T 〉n

5. Propagate 〈c#i : j, A, {c#i} ] S, B0, T0〉n0
�P 〈G, A, Sk, Bk, Tk〉nk

where the jth

occurrence of c is dj in rule r ∈ P of the form H ′
1, dj , H

′
2 \ H ′

3 ⇐⇒ g | C.
Let S0 = S ] {c#i}. Now assume, for 1 ≤ l ≤ k and k ≥ 0, we have subderivations

〈Cl, [c#i :j|A], H1l ] {c#i} ] H2l ] Rl, Bl−1, Tl−1 ∪ {tl}〉nl−1

�
∗ 〈�, [c#i :j|A], Sl, Bl, Tl〉nl

where {c#i} ] H1l ] H2l ] H3l ] Rl = Sl−1 and there exists a matching substitution
θl such that c = θl(dj), Cl = θl(C), chr(Hxl) = θl(H

′
x) for x ∈ {1, 2, 3}, D |= Bl−1 →

∃̄vars(θl(r))θl(g), and tl = id(H1l) ++ [i] ++ id(H2l) ++ id(H3l) ++ [r] 6∈ Tl−1 where θl

renames apart all variables only appearing in g and C (separately for each l). Further-
more, for k + 1 no such transition is possible. The resulting goal G is either G = � if
D |= ¬∃̄∅Bk (i.e. failure occurred) or G = c#i :j + 1 otherwise.

6. Goal 〈[c|C], A, S, B, T 〉n �G 〈G, A, S′, B′, T ′〉n′ where [c|C] is a sequence of built-
in and CHR constraints and 〈c, A, S, B, T 〉n �

∗ 〈�, A, S′, B′, T ′〉n′ and G = � if
D |= ∃̄∅(¬B′) (i.e. calling c caused failure) or G = C otherwise.

Table 1. The call-based refined operational semantics (ωc) of CHR.
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2c. Reuse: 〈c, A, {†c′#i} ] S, B, T 〉n �R 〈c#n : 1, A, {c#n} ] S, B, T 〉(n+1) where c

is a CHR constraint which has never been active.

2d. ReuseID: 〈c, A, {†c′#i} ] S, B, T 〉n �Rid 〈c#i : 1, A, {c#i} ] S, B, T 〉n where c

is a CHR constraint which has never been active and ∀t ∈ T : i 6∈ t.

4b. Simplify’: 〈c#i :j, A, {c#i} ] H1 ] H2 ] H3 ] S, B, T 〉n �Si 〈�, A, S′, B′, T ′′〉n′

where 〈θ(C), A, H1 ] †({c#i} ] H1 ] H2) ] S, θ ∧ B, T ′〉n �
∗ 〈�, A, S′, B′, T ′′〉n′ and

with the other conditions as in the usual Solve transition.

5b. Propagate’: Defined exactly as the usual Propagate transition, except that
the series of subderivations is now

〈Cl, [c#i :j|A], H1l ] {c#i} ] H2l ] †H3l ] Rl, Bl−1, Tl−1 ∪ {tl}〉nl−1

�
∗ 〈�, [c#i :j|A], Sl, Bl, Tl〉nl

8. RemoveDead: 〈G, A, {†c#i} ] S, B, T 〉n �RD 〈G, A, S, B, T 〉n

Table 2. The additional transitions of ω′
c.

Definition 1. Given an execution state σ = 〈G,A, Sl ] †Sd, B, T 〉n where Sl

contains no dead constraints. The visible part of σ is Ψ(σ) = 〈chr(Sl), B〉.

Definition 2. Two execution states σ1 and σ2 are indistinguishable if and only
if Ψ(σ1) = Ψ(σ2). We denote this by σ1

∼= σ2.

Theorem 1. Suppose σ0 is an initial execution state. If σ0 �
∗
c′ σ1, then a σ2

exists such that σ0 �
∗
c σ2 and σ1

∼= σ2.

Proof. If the ReuseID transition is not used in the ω′
c derivation, we can de-

rive σ2 from σ0 in ωc by replacing every Reuse by a corresponding Activate,
Simplify’ by a corresponding Simplify, Propagate’ by a corresponding Prop-
agate and removing all RemoveDead transitions from the original σ0 �

∗
c′ σ1

derivation. The only difference between σ1 and σ2 is in their CHR stores S1 and
S2: it is easy to see that S2 ⊆ S1 and that S1 \S2 contains only dead constraints.
Hence the result trivially holds in this case.

If the ReuseID transition is used r times, we compute an identifier permu-
tation µ = µr as follows. Let µ0 be the identical permutation. We look at every
ReuseID transition in the ω′

c derivation from σ0 to σ1, in order. If the k-th
ReuseID transition is 〈c, A, {†c′#i} ] S,B〉n �Rid 〈c#i : 1, A, {c#i} ] S,B〉n,
we let µk(m) = µk−1(m) for all m < n and m 6= i, µk(i) = µk−1(n), and
µk(m) = µk−1(m + 1) for all m ≥ n. Since the reused identifier i does not oc-
cur in the propagation history (by definition of the transition), it will uniquely
identify the activated constraint just like the fresh identifier n. Hence, replacing
the ReuseID transition by a Reuse transition does not affect the rest of the
derivation. By applying the previous case on σ0 �

∗
c′ µ(σ1), we get a σ2 such

that σ0 �
∗
c σ2 and σ2

∼= µ(σ1). From σ2
∼= µ(σ1) and µ(σ1) ∼= σ1 (identifier

permutations clearly do not affect the visible part) we can conclude σ1
∼= σ2. ut
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3.4 Defining the optimizations

Definition 3 (Suspension reuse). Suspension reuse with maximum cache size
n corresponds to the following ω′

c execution strategy: always perform the Sim-
plify’ and Propagate’ transitions (instead of Simplify and Propagate), fol-
lowed by RemoveDead transitions until there are no more than n dead con-
straints with the same predicate name in the store. Furthermore, the Activate
transition is only applied when Reuse or ReuseID are not applicable.

Definition 4 (In-place updates). Performing an updates in-place corresponds
to the following ω′

c execution strategy: if the goal is an occurrenced constraint and
the corresponding rule is of the form “C1 \ C2, c(ā), C3 <=> G | B1, c(b̄), B2.”
(as in Section 2.1), then perform the Simplify’ and Propagate’ transitions
(not the Simplify and Propagate transitions). In the subderivation for the
rule body (assuming the rule fired), the removed constraint c(ā) is reused in a
Reuse or ReuseID transition when the goal is c(b̄).

Both optimizations are defined as an execution strategy which instantiates
the ω′

c semantics. Because of Theorem 1, this implies that the optimizations are
correct with respect to the visible part of CHR.

4 Implementation

In this section we describe our implementation of the new optimizations in the
K.U.Leuven CHR system [1] for hProlog [2] and discuss some of the implemen-
tation choices and complications. More information on the compilation schema
used in the reference CHR system [5], on which the K.U.Leuven CHR system
was based, can be found in [8] (in particular: Chapters 2, 4, 5 and 6). We intend
to port the optimizations to the K.U.Leuven CHR system for SWI-Prolog.

4.1 Constraint representation

The following internal representation is used for a constraint:

suspension(ID,MState,Continuation,MHistory,C,X1,...,Xn)

The representation is a term with functor suspension and a number of fields
(or arguments). Note that its arity depends on the arity of the constraint it
represents. This term representation is called constraint suspension or suspension
for short. The meaning of the fields is listed in Table 3.

Some of the fields in the term are mutable; this is indicated with the initial
capital M in their name. The other fields remain constant during the lifetime of
a constraint, although we may have to update all fields when the suspension
is reused. It is possible that a constraint is removed while somewhere in the
execution stack, its suspension occurs in the iterator returned by a universal
lookup. To prevent such a removed constraint from being used later on as a
partner constraint, the MState field in the suspension is updated to removed

when a constraint is removed, and only suspensions with the field set to stored

are accepted as candidate partner constraints.
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ID The unique constraint identifier. In practice it is an integer.
MState The state of the suspension. It takes one of three values:

not stored The constraint is not yet stored. (this value is used
for the late storage optimization)

stored The constraint is stored in the CHR constraint store.
removed The constraint is removed from the store.
limbo The constraint is removed, but still in the store. (this

value is used for the new optimizations)
Continuation The continuation goal to be executed during a ReActivate tran-

sition. This calls the code for the first occurrence.
MHistory Part of the propagation history.

C The constraint functor.
X1,...,Xn The arguments of the constraint.

Table 3. Meaning of the constraint suspension fields

4.2 Suspension reuse

In our implementation we use cache size 1, which allows easy and efficient cache
manipulation and minimal space overhead. For every constraint we maintain a
global variable, which is initialized to an atom representing an empty cache.
When a constraint is removed, the variable is checked: if it is empty, it is over-
written with the suspension term; otherwise, the usual remove is performed. In
both cases, the suspension state is set to removed. When a suspension term is
constructed for some constraint, the global variable is checked: if it is empty, the
usual term construction is done; otherwise the suspension in the global variable
is reused and the global variable is updated to the empty atom.

To reuse a suspension term, the fields for the constraint arguments must be
updated. The constraint functor field can be left untouched. There may be other
fields that have to be overwritten. We use the backtrackable hProlog built-in
setarg/3 (modifies one argument of a term) to update suspension term fields and
b setval/2 (modifies a global variable) to implement the cache. Although CHR
rules are committed-choice, choice-points can be left by host-language predicates
that are called in the rule bodies or that call CHR constraints, so it is important
to use backtrackable versions of those destructive update built-ins.

Fields to overwrite. Note that in general it requires an inspection of the entire
constraint store — which is very expensive — to check whether keeping the old
identifier is safe. For this reason our implementation uses the following approxi-
mation: If the constraint occurs in a multi-headed propagation rule with at least
one (other) active head, the identifier field is always overwritten with a fresh
identifier (this corresponds to applying the Reuse transition). Otherwise, the
propagation history tuples in which the old identifier occurs are all stored in the
cached (dead) suspension. If the suspension term field storing the partial history
is updated in any part of the generated code, we overwrite it with a term repre-
senting an empty partial history (corresponding to a (series of) CleanHistory
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transition). We can reuse the old identifier (the ReuseID transition), since it
no longer occurs in the propagation history.

One final subtle implementation issue is the following. If the constraint has
an active kept occurrence in a rule with a body which might cause the removal
and reuse of the active constraint, we have to make sure that we detect this at
the return from the body, so we can avoid incorrectly calling the continuation
of a removed constraint. If the active constraint is removed, but not reused, it
suffices to check the state field before calling the continuation. However, if it
is reused after removal, the state field will have reverted, rendering that check
ineffective. To solve this issue, we also check after executing the body whether
the constraint identifier is unmodified. To make sure the test is effective, we
never use the ReuseID transition for such constraints.

4.3 In-place updates

If all occurrences of the in-place updated constraint are passive, it suffices to
update the suspension term as above and update the affected parts of the con-
straint store. The potentially modified arguments are determined statically by
comparing the arguments of the removed head constraint and the arguments of
the constraint call in the body. For every potentially affected index, we test at
run-time whether the index position has changed and do a remove and reinsert
from that index if it has. If the part of the body before the insertion (B1 in
Section 2.1) does not observe the removal of the updated constraint (e.g. if it
is empty or a conjunction of safe host-language built-ins), then we do not have
to set the MState field of the suspension to removed before executing B1 and
restore it to stored afterwards. This is related to observation analysis [9].

If there are non-passive occurrences of the updated constraint, we call the
predicate for the first occurrence after the updates are performed.

There is a choice in how to do the updates if there is more than one removed
head constraints or more than one body constraint with the same functor and ar-
ity. In our current implementation we simply match the i-th removed constraint
with the i-th inserted constraint, which is a simple but suboptimal strategy.
Consider the rule “a(A,C) \ b(A,B), b(C,D) <=> b(C,C), b(A,A).” where
the constraint b/2 is indexed on its first argument. If b(A,B) is updated to
b(A,A) and b(C,D) is updated to b(C,C), no index is affected and only two
arguments have to be updated, which clearly is optimal. The simple matching
strategy has two affected indexes and four arguments to be updated.

4.4 Interference with late storage

The late storage optimization [9] may delay the creation of a suspension term and
the insertion into the constraint store, so overhead is avoided if the constraint is
removed before the suspension creation or before the constraint store insertion.
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Late storage and suspension reuse. For the suspension reuse optimization,
we want to maintain the invariant that cached suspensions are in the data struc-
ture implementing the constraint store. Hence, if a constraint is removed after
its suspension term has been created but before it has been inserted into the
data structure, we do not put it in the cache.

To cooperate with the late storage optimization, we delay the constraint
store update until the late insertion program point. If that point is at a later
occurrence than the suspension creation, we need to distinguish between a fresh
suspension (which needs a full insert) and a reused suspension (which needs an
in-place store update). This is done by adding a new suspension state “limbo”,
which mostly acts like not stored, except at insertion and early removal. The
constraint arguments are not yet updated at the point of suspension reuse, but
the reused suspension’s state is set to limbo. At insertion, we still have the old
arguments in the suspension term, so we can compare them to the new arguments
to do an in-place store update. If the constraint is removed early, i.e. before the
insertion point, we have to remove the old suspension from the store.

Late storage and in-place updates. Late storage also interferes with the
in-place update optimization. If the suspension is not created before the first
occurrence, we can not simply call the predicate for the first occurrence. The
reason is that at some point in that subcomputation, a suspension might be
created and the constraint might be stored again, which would duplicate the
constraint. To solve that problem, we generate additional clauses with a dif-
ferent predicate name. In the additional clauses, the late storage optimization
is disabled, preventing a second suspension creation and constraint insertion.
Note that adding clauses can almost double the code size, which may have some
negative effect on the runtime because it may affect hardware caching.

When an in-place update is performed, the old suspension is updated and the
stores are updated. Without in-place updates we would remove the old constraint
and call the new one. If the new constraint is removed before it is stored, the
overhead of insertion and removal is avoided by late storage. Hence, without
in-place updates we only do one full remove in this case. With in-place updates,
we do an in-place store update (a partial remove and partial insert) followed by
a full remove (of the new constraint). As a result, when late storage is involved,
there is only a performance gain if the new constraint is not removed early.

5 Experimental results

We now present an evaluation of the optimizations introduced in the previous
sections. All tests were performed on a Pentium 4 (1.7 GHz) with 512 MB RAM
(cpu cache size: 256 KB) running Debian GNU/Linux (kernel version 2.6.8)
with a low load. We used the K.U.Leuven CHR system in hProlog 2.4.23. The
benchmarks can be downloaded at [1] and some are discussed in more detail
in [11]. We used a sufficiently large initial heap size so no garbage collection is
performed, allowing accurate memory usage statistics. Note that in a realistic
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setting, a reduction in memory use implies less garbage collection, which results
in further speedups. Table 4 lists the results.

We can drastically improve performance of the generated code by inlining and
specializing calls to the auxiliary predicates for suspension term construction,
removal, and lookup. This saves time and space, for reasons explained in [11]. We
evaluate the new optimizations with inlining enabled, which means it is harder
for them to look good since much of the overhead avoided by the optimizations
is reduced by inlining.

5.1 Suspension reuse

Suspension reuse introduces some runtime overhead for maintaining the suspen-
sion cache. If the dynamic behavior of the program is such that the cache is
(almost) always empty at suspension creation, i.e. if there are few cache hits
and many cache misses, we do not get time or memory benefits. Examples like
bool chain and inference show that the time overhead can be more than 10%.
Although there are many cache hits in the fib heap benchmark, the runtime still
increases. This seems to be because the constraint stores used in fib heap (the
singleton store and the array store) provide very cheap insertion and removal.
The overhead of maintaining the suspension cache and dynamically checking for
affected indexes is simply higher than the cost of the avoided store operations.
In the other benchmarks, suspension reuse results in a net gain in both time and
space. The speedup is typically between 5 and 25 percent, but can be as high as
59%. The space reduction is more than 60% in some benchmarks.

5.2 In-place updates

In-place updates are not always applicable: the bool chain and primes pro-
grams do not contain any rule of the required form. However, when they are,
the time and space gains are quite impressive. In the ram simul benchmark, all
space usage is eliminated from the main loop, reducing the space complexity
from linear to constant. In other examples, space gains are typically between 20
and 30 percent. Speedups are typically between 15 and 40 percent. There are
more gains if the updated constraint has no active occurrences and if there are
few indexes that are affected by the update. For example, compare the sudoku

and ram simul benchmarks to the fib heap and inference benchmarks. In the
former, no indexes are affected and there are no active occurrences, resulting in a
40% speedup and a 80% memory reduction (100% in the case of ram simul). In
the latter, there is a small slowdown and only a marginal reduction in memory
use. Because of the active occurrences, the effect of the late storage optimization
is largely lost. If almost all indexes are affected, the update that replaces the
remove and insert can be as expensive as a full remove and insert.

When combining in-place updates and suspension reuse, the number of cache
hits drops: many in-place updates ‘steal’ a hit. As a consequence, the overhead of
suspension reuse often outweighs the gains if (many) in-place updates are done.
A simple heuristic could be added to avoid this.
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Benchmark Inl SR IU Hits Runtime Memory %time %mem Notes

bool chain 20.78 1756826 233.7% 101.6%
(1000)

√
8.89 1728326 100.0% 100.0%√ √

0% 9.93 1726263 111.7% 99.9%

fib heap 7.16 61992261 141.2% 198.3%
(dijkstra)

√
5.07 31256958 100.0% 100.0% active occs

(65536)
√ √

78% 5.39 24064894 106.3% 77.0% new clauses√ √
5.22 29730416 103.0% 95.1% 3 index-args√ √ √

72% 5.60 24111191 110.5% 77.1% (4 inpl. upd.)

inference 0.111 160057 111.0% 111.3% history reset√
0.100 143831 100.0% 100.0% new identifier√ √

14% 0.105 139958 105.0% 97.3% active occs√ √
0.100 143161 100.0% 99.5% 25 index-args√ √ √

9% 0.104 140427 104.0% 97.6% (17 inpl. upd.)

primes 21.23 40924601 129.5% 100.5%
(10000)

√
16.39 40734620 100.0% 100.0%√ √

50% 6.73 16138562 41.1% 39.6%

ram simul 12.41 88003112 149.7% 293.3%
(1000000)

√
8.29 30002947 100.0% 100.0%√ √

100% 6.19 6002961 74.7% 20.0% no active occs√ √
5.13 2961 61.9% 0.0% no index-args√ √ √

0% 5.23 2961 63.1% 0.0% (8 inpl. upd.)

sudoku 130.28 112483 118.9% 121.8%
(283576

√
109.60 92387 100.0% 100.0%

solutions,
√ √

100% 107.42 23329 98.0% 25.3% no active occs
27 givens)

√ √
60.89 20515 55.6% 22.2% no index-args√ √ √

0% 63.65 20187 58.1% 21.9% (3 inpl. upd.)

union-find 8.85 66611812 132.9% 154.9% new identifier
(200000)

√
6.66 43013248 100.0% 100.0% active occs√ √

52% 5.94 32302433 89.2% 75.1% new clauses√ √
5.14 29064918 77.2% 67.6% 3 index-args√ √ √

0% 5.41 28664915 81.2% 66.6% (8 inpl. upd.)

zebra 0.181 41904 116.0% 131.8%√
0.156 31798 100.0% 100.0%√ √

97% 0.148 26407 94.9% 83.0% active occs√ √
0.131 24915 84.0% 78.4% no index-args√ √ √

38% 0.136 24625 87.2% 77.4% (2 inpl. upd.)

Table 4. Benchmark results. The first column shows the benchmark name and prob-
lem size. Columns two, three and four indicate which optimizations were enabled: the
abbreviations denote respectively Inlining, Suspension reuse, and In-place updates. The
fifth column shows the relative ratio of suspension cache hits at suspension creation
(only applies when suspension reuse is enabled). The next four columns list the run-
time (in seconds), the total amount of (heap+trail) memory used (in 4-byte cells), and
percentages indicating relative time and memory use. The last column contains some
comments on case-specific properties of the optimizations: whether the (most impor-
tant) in-place updated constraint has active occurrences (“active occs”) for which addi-
tional clauses had to be generated (“new clauses”), the number of potentially modified
indexed arguments (“index-args”), the number of in-place updates in the generated
code (“inpl. upd.”), and whether the propagation history (“history reset”) and the
constraint identifier (“new identifier”) suspension fields need to be updated.
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The operational CHR semantics leaves the order in which partner constraints
are tried unspecified. Programs should not depend crucially on the order used
in some specific CHR system. Both suspension reuse and in-place updates can
affect this order. For some programs, the impact on the search space results in
unexpected performance differences. An example is the sudoku benchmark with
a different initial board setup (2 solutions, 16 givens), where in-place updates re-
sult in a slowdown of 46%, while suspension reuse results in a speedup of 64% —
both effects are mostly caused by the different order. The new order can in prin-
ciple be arbitrarily better or worse than the original one. Of all programs listed in
Table 4, only sudoku and inference are affected. For the query instances listed
in the table, the search space is unchanged or slightly bigger when the partner
constraint order is modified by the optimizations. Sophisticated analyses and/or
heuristics could be conceived to improve the order.

6 Conclusion

As far as we know, this is the first paper that proposes techniques specifically
aimed at improving the memory footprint of CHR programs. By inlining and
specializing some crucial parts of the generated code we already achieved a dra-
matic improvement in both time and space. However, our main contribution is
twofold: we have provided a general formal framework that allows us to formu-
late and reason about reuse of removed constraints at an abstract level, and we
have introduced two new optimizations, in-place updates and suspension reuse,
and proved their correctness. We have implemented both optimizations in the
K.U.Leuven CHR system, which revealed that they interfere with the existing
late storage optimization. This interference complicates the implementation and
it also decreases the effect of in-place updates. Experimental results indicate
that both optimizations can cause small slowdowns in some benchmarks and
big speedups in others. The memory footprint is improved in all benchmarks —
sometimes only marginally, often significantly.

Related work This work is somewhat related to compile-time garbage col-
lection (CTGC) [6, 7]. In-place updates are related to direct structure reuse as
defined in Chapter 9 of [6] (in the context of Mercury compilation), while sus-
pension term reuse is related to indirect structure reuse. The analysis required
for CTGC on arbitrary Mercury (or Prolog) programs is quite involved. Luckily,
we only had to consider the particular code of the compilation schema used in
the CHR compiler so we could manually specialize the CTGC liveness and reuse
analyses to relatively simple conditions on the CHR program to be compiled.

In SICStus CHR, the option already in heads (which also exist as a pragma)
is offered. When a body constraint is identical to one of the removed head con-
straints, the removal and reinsert is avoided. This roughly corresponds to the
in-place update optimization, restricted to the case where none of the arguments
are modified. However, the already in heads option may affect the behavior of
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the CHR program. The CHR programmer is responsible for verifying whether
the operational semantics are preserved by the option.

Future work There are many possibilities to improve and extend the current
implementation. For example, bigger suspension cache sizes could increase the
number of cache hits. Also suspension terms could be reused even if the con-
straint functor is different (not only when the arity is the same). In rules with
two or more in-place updates we could compute the optimal matching between
removed head constraints and inserted body constraints, minimizing the number
of affected indexes. It would also be interesting to investigate the impact of mod-
ifying the order in which partner constraint are tried, and perhaps mechanisms
can be conceived to control and improve that order. Finally, some heuristics
could be added to decide when to enable what optimizations.
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